A bayesian appioach to human actvity r ecognition

(A. Madabhushi and J. Aggwal, "A bayesian approach to human atfirecognition”,2nd Inter-
national Workshop on Visual Surveillance, pp. 25-30June 1999 (hard-cgp)

* Human activity r ecognition
- Recognize human actions using visual information.
- One of the hottest problems in computer vision (se®wesection).

- Applications include monitoring of human adly in department stores, air
ports, high-security ualdings etc.

- Building systems that can recognizey @ype of action is a dicult and chal-
lenging problem.

» Goal

- Build a system which is capable of recognizing the valhg 10 (ten) actions
(from a frontal or lateral vie):

(1) sitting davn

(2) standing up

(3) bending dan

(4) getting up

(5) hugging

(6) squatting

(7) rising from a squatting position
(8) bending sideays

(9) falling backward

(10) walking

- The frontal and lateral wes of each action are modeled as widlial action
sequences.

- Input sequences are matchedingt stored models of actions.

- The input sequence is identified by finding the closest stored action.



» Approach
- Human actions can be recognized by trackiagous body parts.

- People sit, stand, alk, bend dan, and get up in a more or less similasH-
ion.

- The head of a person nes in a daracteristicdshion during these actions.

- The mavement of the head of the subjeaten consecutre frames is used to
represent the abe actions.

- Recognition is formulated as Bayesian classification.

 Strengths and weaknesses

- The system is able to recognize actions where #ieof the subject in the
input sequence ddrs considerably from the training sequences.

- It is dso able to recognize actions for people afywng plysical structure
(i.e., tall, short, dt, thin etc.).

- Only actions in the frontal or lateral wiecan be recognized successfully

- Some of the assumptions made might not dle\(we will discuss them as we
proceed).
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» Representation scheme of actions
- Estimate the centroid of the head in each frame:

(X1, Y1), (X25 Y2), wovs (Xnss Yinea)

- Find the absoluteatue diferences in successi frames:
X = (dxq, dXo, ... ,dX,)
Y =(dyy), dys, ... ,dyn)
wheredX; = Xj+1 — X anddy; = Vi1 — Vi

- This representation scheme yies irvariance ...

» Head detection and tracking
- The centroid of the head is trackfrom frame to frame.
- Accurate head detection and tracking are crucial.

- Detection is done by hand in the current implementation.

(c)



» Bayesian brmulation

- Given an input sequence, posteriori probabilities are computed using each of

the training actions.

P(X, Y/w;)P(w;)
p(X,Y)

P(Cl)i /X, Y) =
wherew; corresponds to actidn(i.e., clasd) and
m
p(X,Y) = Zl P(X, Y/w;)P(w;)
i=
- Equal priorsP(w;) are assumed &id?).

* Probability density estimation

- Feature ectorsX andY are assumed to be independedi@i?), folloving a
multi-variate Gaussian distubion:

P(X,Y) = p(X)P(Y)

P(X) = eXIO[——(X #x) I (X = px)]

(27)V2[S [12

T = ) Y = )]

P(Y) = >

exp[—

(27)V25, [12

- Two densities are estimated for each action corresponding to frontal and lat-

eral viavs (i.e., 20 densities total).

- The "sample" ceariance matrices are used as estimatesyond2.y:

Cx = =25 0% = 1)(X; = )’

-1

1

Cy= —
-1

=2 2 0%~ (Y = )|
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» Recognition of input sequence

- Given an input sequence, the posterior probabilities are computed for each of
the stored actions (i.e., 2@lues).

- The input action is classified based on the mostylilction:

P = max[Py, P,,...,P,] (Mm=20)

* Discriminating similar actions

- In certain actions, the head wes in a smilar fashion, making it difcult to
distinguish these actions from one anather

(1) The head maes downward without much sideard deviation in the fol-
lowing actions:

* squatting
* sitting down
* bending davn

(2) The head mees wpward without much sideard deviation in the fol-
lowing actions:

* standing up
*rising
* getting up
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- A number of heuristics are use to distinguish among these actions.
* During bending, the head goes muchédo than in sitting dan.
* During sitting devn, the head goes muchnler than in squatting.

MaxYgetting_up) > Max(Ysitting) > MaXx(Ysquatting)

* Compute a dis_criminant NUMDb&getting ups Isitting @Nd Jsquatting fOr
each of these actions where

g-= max(yinput)/max(ytraining)
* When an action is classified gstting_up, sitting, or squatting, the
system decides the mostdilg action by choosing the action with the high-
est discriminant number
- Similar heuristics are used fetanding_up, rising, and getting_up.
- The size of the head in subsequent frames is also used to distinguish among
other similar actions.

» Implementation details and experiments

- A fixed CCD camera wrking at 2 frames per secondsvused to obtain the
training sequences.

- To train the system, 38 sequences wereriaf a person performing all the
actions of interest in both the frontal and lateralvgi€about 4 sequences per
action - dont say eactly)
* People of dverse plysical appearance were used to model the actions.
* Subjects were agld to perform the actions at a comfortable pace.

* |t was found that each action can be completed within 10 frames.

* Only the first 10 frames from each sequence were used for training/test-
ing (i.e., 5 seconds)



» Results

- For testing, 39 sequences were used.
- Of the 39 sequences, 31 were classified correctly

- Of the 8 sequences classified incorredlyvere assigned to the correct action
but to the wrong viev.

- They dso tested the system using 5-7 frames per action (i.e., action done at a
faster pace) - performancegtades for less than 5 frames.



« Some important issues
- How do you find the first and last frames of an action in general?
- Unable to recognize geral actions at the same time.

- Is the system ralst to recognizing an action from incomplete sequences (i.e.,
assuming that seral frames are missing)?
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A r eal-time face tracler

(J. Yang and A. V&libel, "A real-time &ce trackr, ?7? (on-line))

* The problem

- Build a system that can track a persoiace while the person mes freely in
a room.

- Face tracking has mgmmportant applications including:
* face recognition
* tele-conferencing
* HCI applications (e.g., lip-readingage tracking)
 Functionality and components of the face tracking system
- The objectre d the system is to puide the follaving functions in real-time:
(1) Locate arbitrary humamées in @rious emironments.

(2) Track the &ce of interest by controlling the camera position and zoom.

(3) Adapt the model parameters based ornviddal appearance and light-
ing conditions.

- The main components of the proposed system are:

(1) A stochastic model to characterize skin-color distidms of human
faces.

(2) A motion model to estimate image motion and to predict search win-
dow.
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(3) A camera model to predict for camera motion (i.e., casmersponse is
much slaver than frame rate).
* Tr aditional approaches ér face detection
- Correlation templates
- Neural netwarks

- Facial feature detection

» Why using color for face detection/tracking?

- Much faster approach compared template matching oatial feature xdrac-
tion.

- More rolust than using template matching acifl feature xraction.
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» Difficulties with using skin-color for face tracking

- The color representation of ace obtained by a camera is influenced byyman
factors (e.g., ambient light, motion etc.)

- Different cameras produce significantlyfeliént color alues, gen for the
same person under the same lighting conditions.

- Human skin colors diér from person to person.

» Advantages of ppposed skin-color model
- A stochastic skin-color model in the chromatic color space is proposed.

- The information preided by the model is sfiufient for tracking a humarate
in various positions and orientations.

- The model has only avieparameters and is adaptable tdeadiént people and
different lighting conditions in real-time.
» Chromatic space
- RGB is not the best color representation for characterizing skin-color
- A triple (R,G,B) in RGB space represents not only colot &lso brightness.

- For example, two points (R, G4, B;) and (R,, G,, B,) which are proper
tional have the same colorui different brightness:

R, G; B
R, G, B,
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- Skin-color is represented in thehromatic space which is defined from the
RGB space as folles:

__ R ___ G
"R+G+B' 9 R+G+B

(the normalized blue component is redundant sinteg + b = 1)
« Skin-color clustering

- Skin colors do notdll randomly in color spaceub form clusters at specific
points.

- Distributions of skin-colors of diérent people are clustered in chromatic color
space (thediffer much less in color than in brightness).

(skin-color distrilution of 40 people - diérent races)
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» Shape of skin-color distrikution

- Experiments (dfierent lighting conditions, diérent persons) ka sown that
the distrilution has a rgular shape.

- They represent the skin-color distution using a Gaussian model with mean
U and cwariance:

Ly, O Lo oy L
w=d'o =" 7°p
9] [Por %99
 Creating the skin-color model
(1) Take a face image or a set adide images if a general model is needed.
(2) Select the skin-color images (e.g., manually).

(3) Estimate the mean and thevawance of the skin-color distnithion in chro-
matic color space.

1 N 1N
- r -
Hy N |§1 i Hg N i§1 Oi

2= 5@ w0
= O O-a\U4, O-u
N dog 09 o

(4) Substitute the estimated parameters into the Gaussianudistrimodel.
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 Using the skin-color model ér face locating
(1) Each piel X in the input image is cemlrted into the chromatic color space.

(2) Then, it is compared with the disuition of the skin-color model.

00 = 5 @l 5 (x = 1)'5x — )]

27| |12

if g(X) >t, thenX is classified as skin color

* Dealing with skin-color-lik e dbjects

- It is impossible in general to locatacks simply from the result of color
matching (e.g., background may contain skin colors).

- Other types of information that arevalable from a sequence of images
should be used (e.g., geometric features, motion etc.)
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« Skin-color model adaptation

Color constang the ability to identify a suaice as hang the same color under
considerably dferent viaving conditions.

- Human being hae tis ability hut the underlying mechanism is unclear

- If a person is muing, the apparent skin colors change as the pergosition
relatve o the camera or light changes.

- It is aitical for the system to handle lighting changes.

- |dea: adapt the parameters of the model

N-1
2y = 'Zo Ch—i 2k~
=

- The weighting &ctorsa, b, ¢ determine he much the past parameters will
influence current parameters.

- The windav size N determines he long the past parameters will influence
the current parameters.
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» System initialization
- Two ways to initialize the system
Automatic
* A general skin-color model is used to identify skin-colgioas.
* M otion and shape information is used to reject rame-frgions.
* The lagest &ice rgion is selected éice closest to the camera).
* Skin-color model is adapted to thacke being traad.
Interactve
* The user selects a point on tlaeé of interest using the mouse.

* The tracler searches around the point to find theefusing a general
skin-color model.

* Skin-color model is adapted to thacke being traad.



 Some esults

17-
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Example-Based Leaning for View-Based Human face Detection
(K. Sung and TPoggio, "Example-based learning for widased humanate detection"|EEE
Transaction on Pattern Analysis and Machine Intelligence, vol. 20, no. 1, pp. 39-51, 1998 (on-line))
* The problem
- Locating frontal vievs of humandces in compbescenes.
- Some of the assumptions made are the fohg:
* U pright faces only
* N o occlusion (due to rotation or other objects).
* M oderate amounts of lightwation.
« Difficulties in face detection
- Face patterns can V& sgnificantly variable image appearances.
- Variations due toate appearancexmession, and skin color
- Glasses or mustache can either be present of absent fema.a f
- Lighting changes can cast or raeracsgnificant shadas from a particular
face.
* The approach
- Model the distribition of humandce patterns by means of avfeiew-based
"face" and "nondce" model clusters (a normalized windsize of 19 x 19 pix-
els is used).

- At each image location, a @#rence featureector is computed between the
local pattern and the disttibon-based model.

* Multiple scales are handled by matching wiwdoof different sizes
against the &ce model (windws are resized to 19 x 19 pix).
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- A classifier determines whether or not a huneefeists at the current image
location.

» Modeling the face distribution

- Accounting for the wideariation in ice images is one of theykdfficulties
in face detection.

- Each 19 x 19 pigls image is treated as ector

- The set of 19 x 19 pets face images occupies someefixwolume (manifold)
in the \ector space of all possible 19 x 19 images.

- To model faces, we need to identify thisade" wlume and represent it in
some tractableashion.
» Face manibld

- A reasonably laye set of hand-cropped 19 x E&é images is used to approx-
imate the actuakice manifold.

- A database of nomate images is used to refine the boundaries ofabte f
manifold by "carving out" rgions around theate manifold that do not corre-
spond to canonical wes.

- Six "face" clusters are used to pietse approximate the€e manifold.

- Six "non-face" clusters are used to model the distidm of "non-face" pat-
terns.
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- Each cluster is modeled as a mudtiate Gaussian (i.e., a mixture of Gaus-
sians).

» Data preprocessing
Image resizing: all image patterns are resized to 19 x 1®lsix

Masking: eliminate neaboundary pigls (i.e., background) -- we are left with
283 piels after masking.

[llumination correction: subtract best-fit brightness plane from the unmedsk
image (i.e., reduces hgashadws).

Histogram equalization: compensates for imagingfe€ts due to illumination
changes.

» Modeling the "face" distrib ution
- A database of 4,150 normalized frontacés were used to synthesize six
"face" pattern clusters (1,067 reaté patterns, the rest were slightly rotated

and mirror \ersions).

- Six clusters (number of clusters is chosen empirically) were used to
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approximate thealce manifold.

- The reason thechoose a relately small number of clusters is becauseythe
have a snall data set (i.e., tovaid overfitting).

- Slightly more or less clusters were tried without much changes in the results.
- A modified k-means (elliptical k-means, pp42-43) clustering algorithm as
used to find the six clusters, their centers, and theariemce matrices (i.e., to

fit elliptical Gaussian distriltions to the data).

- The normalized Mahalanobis distancasmsed in thelliptical k-means:

1 te1 d 1
—(X—u)Z -+ —=In2zx + =In|Z
2(X mn) (X—u) 2n7z' n 2|

» Modeling the "non-face" distrib ution

- A database of 6,189 normalized n@cé patterns were used to synthesize six
"non-face" pattern clusters (more details later).

__The role of these clusters is to cauut negaive regons around to the étce"

clusters that do not correspond #axéds (i.e., refine the boundaries of theef
clusters).

- Six clusters (number of clusters is chosen empirically) were used to model the
non-face distrilntion.

- Slightly more or less clusters were tried without much changes in the results.

- An dliptical k-means clustering algorithm as used to find the six clusters,
their centers, and their eariance matrices.
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» Matching test pattems with the model

- Given an input image, the system matches winduatterns (at dferent loca-
tions and scales) amst the distribtion-baseddce model.

- Each test winde is nrormalized the sameay as the training patterns.

- Each match yields 12 distances between the test pattern and thesni@del’
clusters (i.e., each distance is the distance of the test pattern from a local portion
of the face model).

- The distance metric used hasteomponentd); and D-:

* D is the normalized Mahalanobis distance:
1 N d 1
(X)X (Xx—w+<zIn2z + - In |2
> (X=u) 2 (x=p) + 5 In2z + Sn |

* D, is the standard Euclidean distance.

- Both D; and D, are computed in aveer dimensional space corresponding to
the 75 most significant eigesctors of each cluster

- We an think of D, as measuring the distance in tlaed space anB, as
measuring the distance from tlaeé space.

» Justification of the proposed distance measer

- Recorering the full cavariance matrix for each cluster requires lots amounts of
data (remember curse of dimensionality?)
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- One way dealing with this problem is by preserving the most important eigen-
vectors of the ceariance matrix only (i.e., 75 in this study).

- Distance measurd); ignores pattern dérences in the cluster'amaller
eigervector directions.

- The second distance measie accounts for pattern dirences not captured
by D, (i.e., diferences in the clustsrimaller eigewmector directions).

- Since smaller eigar@ues cannot be estimated accurately (i.e., due to the lim-
ited amount of training data), an isotropic Gaussian digtab (i.e., diagonal
covariance) is assumed in these directions.

- This assumption justifies the use of the Euclidean distance.

- As the data size increases, we can presemre eigewectors, thusD, could
become less and less important.

* Classifier

- A neural netwrk is used to combine the 12 distance measurements into a sin-
gle similarity measure.

- The netvork has 24 input nodes and 1 output node (24 hidden nodes).

- The output node returns 1 if the input distances arise fromc@™fand a 0
otherwise.
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* How is the set of "non-face" pattems being generated?
- Including all possible norate patterns is ®@musly intractable.
- A "bootstrap” stratgy is used to select a good set of nacef@amples:
(1) Start with a small set of noade gamples.
(2) Train the neural netark using both theafce and nonaice gamples.
(3) Run the neural netwk on a sequence of random images.

(4) Collect all the "nondce" patterns from these images that the neural net-
work wrongly classifies asates.

(5) Augment the nonaice training set with those patterns and repeat steps

(2)-(3).



-25-

» Results

- To detect fces at lgyer scales, the input image is scaledl@by a actor of
1.2) seeral times (until the 19 x 19 wineocorresponds to a 100 x 100 wivdo
in the original resolution).

- Two database were used for testing:

* The first database consists of 301 frontal/feartal face mugshots of 71
people (high quality images toatuate best-case performance).

* The second database consists of 23 images with a total ohdd pét-
terns (wide wriation of image quality tovaeluate aerage case perfor
mance).

- Performance of the first databaseasnv96.3% correct with 3alse positres
(faces missed had strong shadmr lage out-of-plane rotation).

- Performance of the second databases w9.9% correct with Jlse positres
(faces missed mostly due tavayuality images or hand-dna faces).
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