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Abstract

Currentcomputerapplicationslack usercontext anddo
not learn to usethis context to improveuserinteraction. In
this paper we presentSycophant,a context learning cal-
endar application program which learns a mappingfrom
user-relatedcontextual featuresto applicationactions. In
this preliminary work, Sycophantachievesgoodaccuracy
in learningthismapping. In addition,we�nd that including
externalcontext such asthepresenceor absenceof motion
and speech providesbetterperformancein learning accu-
ratemappings.

1. Intr oduction

Computerstoday usean internal clock, keyboardand
mouseto provide inputor context for theirapplications'in-
formationprocessing.OperatingSystemssupportthesede-
vicesandapplicationsaccessthis providedcontext through
simple Application ProgrammingInterfaces(APIs). Cur-
rentapplicationsoftwareusesthis meagercontext to build
usermodelsandtry to enhancepersonalproductivity. There
is no personalizationthroughlearning,no long termmem-
ory, andadvancesin vision, speech,text analysis,andthe
availability of cheapcomputingpower have not beenfully
utilized. That is, many currentcomputerapplicationslack
context-awareness.

Dey [5] givesthefollowing de�nition for context.

Any information that can be usedto character-
izethesituationof entities(i.e.,whetheraperson,
placeor object)thatareconsideredrelevantto the
interactionbetweenauserandanapplication.

In our work, we view a computerasa stationaryrobot
with simple sensorssuch as for motion and speech[11].
Even without knowing who is thereor what is beingsaid,

suchsimplesensorscan be usedto improve userinterac-
tion. For example, if you were Jane's user-interfaceyou
couldlearnanswersto thethefollowing questions.

� If thereis noonein theroomshouldI popupa sched-
uledappointment?

� If thereis someoneelsein theroomat thetimeshould
I remindJane?

� ShouldI askJaneif shewantsmeto cancelascheduled
meeting(thatwassupposedto start� veminutesago)?

� ShouldI turn down my music player when the tele-
phonerings?

� ShouldI pausethecurrentsongwhenJaneleavesthe
room?

We proposeto usesimplesensorsto continuouslygather
dataonthecomputersystem'sinternalandexternalenviron-
ment,storethisdatain adatawarehouse,andminethisdata
for usefuluser-behavior patterns,in orderto betterpredict
userpreferences(behavior) and improve user interaction.
Applicationcanthenusethis learnedmodelof userprefer-
encesto betterinteractwith theuser. In this paper, we use
a simplecalendaringapplicationprogram,Sycophant,that
storesappointmentsand remindsthe userusing different
typesof remindersasa test-bedto investigatetheseissues.
Speci�cally, we investigatewhetherSycophantcanlearna
mappingfrom context-featuresto remindertype.Moregen-
erally, weareinterestedin whetherapplyingmachinelearn-
ing techniquesto datagatheredfrom simplecontext sensors
will leadto improvedhumancomputerinterfaces.

Oursystemcontinouslygathersbinaryactivity datafrom
thekeyboard,mouse,a motiondetector, anda speechsen-
sor. We alsomonitor the activity of � ve processeson the
computer. Whenever Sycophantgeneratesa reminder, it
expectsthe user to indicate whetherSycophantusedthe
correctremindertype. A remindercan be visual (a pop-
up window), speechusing a text-to-speechsystem,both,



or neither. Periodically, we run a machinelearningalgo-
rithm on thegathereddatamergedwith this userfeedback
to learn to predict which of the above four types of re-
mindersto generatefor anappointment.Preliminaryresults
usingSycophantwith external(motion, speech)andinter-
nal (keyboard,mouseactivity) sensorsanda decisiontree
machinelearningalgorithmleadsto about80%accuracy in
predictingwhetheror not to generatea reminder. Correctly
predictingwhich of thefour differenttypesof remindersto
generateis lessaccurateat about64%.

2. RelatedWork

Much work hasbeendonein theareaof context-aware
applicationsandenvironments. Rebais a reactive system
whichcreatescontext-awareroomreactionsby usinginfor-
mationfrom cameras,microphonesandothersensors[11].
This work showedthenecessityfor systemsto becontext-
awareto beableto anticipateuseractionsandsimplify user
interaction.

Bailey andAdamczykhave showedthat computergen-
eratedinterruptionswhich requireuserinput or feedback
haveadisruptiveeffectontheuser'semotionalstateaswell
astheuser's taskperformance[2]. Their studyshowedthat
atthepointof interruption,thedegreeof disruptiondepends
uponthe user's mentalload. Their work implied that the
user'sattentionmustbecarefullymanagedamongcompet-
ing applicationsand that this managementis necessaryto
mitigatethedisruptive effectsof necessarilyinterruptinga
user.

Hudson,Fogarty, Atkesonet al.'s work comesclosestto
our own in exploring how to constructrobustsensor-based
predictionsof interruptibility by conductingaWizardof Oz
study[10]. They alsoconsideredwhich sensorsmight be
usefulandhow they could be constructed.In their study
they usedexperiencesamplingto collectself-reportsof in-
terruptibility. Next, they built statisticalmodelspredicting
humaninterruptibility andachievedan overall accuracy of
78%usingseveralmodels.Theself-reportsfrom their ini-
tial Wizardof Oz study, wherea subjectwasasked to dis-
tinguishbetweendifferentlevelsof interruptibility showed
that it is possiblefor humansto be accurateto an extent
of 76:9% andstatisticalmodelscould achieve asmuchas
82:4% accuracy. In their next study, they usedrealsensors
to to constructmodelsof humaninterruptibility for three
differentgroupsof peoplewho includedinterns,managers
andresearchersby [6]. This studyalsotried to determine
how muchdatashouldbe collectedto provide statistically
reliableestimatesof interruptibility.

Horvitz andApaciblebuilt modelsfor predictingthecost
of interruptingusers[9]. For this purpose,they usedma-
chinelearningtechniquesfor generatingstatisticalmodels
to infer thestateof interruptibility of users.

Our work is complimentaryto the above approaches.
Sycophantlearnswhetheror not to interrupttheuseraswell
ashowto interrupttheuser. Like Fogartywe userealsen-
sorsbut in additionto learningwhetherto interrupttheuser,
sycophantusesmachinelearningalgorithmsto learnwhich
oneof four differenttypesof remindersto usein interrupt-
ing theuser. In this work, we comparetheperformanceof
differentalgorithmsaswell astheeffectof differentsensors
on learningthemappingfrom sensorsto remindertype.

3. SYCOPHANT

Sycophantcan generatefour different types of re-
minders:A simplepop-upwindow containingtheappoint-
menttext, a voice reminderwherethe appointmenttext is
spokenusingtheFestivalSpeech SynthesisSystem[3], both
theprevioustypes,andneither. In thelastcase,noreminder
is generatedbut is insteadbufferedfor lateroutput.Thiscan
be desirablebehavior for examplewhenthereis no onein
theroomat thetimethereminderis generated.Ontheother
hand,it canalsobequiteannoying if yourcalendar“learns”
not to remindyouundercertainconditions.

The appointmentsfor Sycophantweresetup to mimic
theuser's regularwork-day. Theseincludedremindersfor
drinking coffee,attendingtalks,conferences,classes,some
personalappointments,andremindersoutsideregularof�ce
hours.For example,areminderfor watchingfor watchinga
soccermatchoncableTV attwo a.m.in themorningwould
fall outsideof regularof�ce hours. Sycophantin this case
learneda rule which saidthat if theappointmenttime was
beforenine a.m. in the morning,thenno reminderwasto
begenerated.Thiscontext learningwasperformedwith re-
spectto theuserunderstudywhoseregularof�ce hoursstart
atninea.m.Figure1 showsascreen-shotof theapplication.

Figure2 depictssycophant'sarchitecture.Thecalendar-
ing applicationruns as separateprocessand � ve sensors
collectdataon thecomputerandimmediatevicinity. These
sensorsarebinary, for example,whenthemotionsensorde-
tectsmotionit reportsavalueof 1, 0 otherwise.Oursensors
are:

� Motion: We useda cheapLogitechweb-camwith the
motion[1] package.

� Talk: We usedthe SphinxSpeech Recognition Sys-
tem [4] to simply detectthe presenceor absenceof
speech.This is fairly accurateandfastaslong aswe
donotattemptactuallytrying to recognizethedetected
speech.

� Processes: The user under observation ac-
tively uses the following � ve processes: java,
bash, gnome-terminal, xscreensaver,
mozilla andwe kepttrackof theseprocesses'state.



Figure 1. Screen Shots of Sycophant' s Main
Interface

� Keyboard:Thekeyboardsensormonitorskeyboardac-
tivity.

� Mouse: Like the keyboardsensor, the mousesensor
monitorsmouseactivity.

For this preliminaryfeasibility study, we collecteddata
from a singleuserover a periodof six weeks. Every �f-
teenseconds,wecheckedall sensorsfor activity andstored
thesevaluesto a �le. Next, we extractedthe following six
featuresfrom the raw data[10]: Any5, if thesensoris ac-
tiveduringany of the�fteen secondintervalsduringthelast
� ve minutes. All5 , if the sensoris active during all of the
�fteen secondintervalsduringthe last � ve minutes.Any1,
if thesensoris activeduringany of the�fteen secondinter-
valsduringthelastminute.All1 , if thesensoris activedur-
ing all of the�fteen secondintervalsduringthelastminute.
Immed, if thesensoris activeduringthelast�fteen second
interval. Count, thenumberof intervalsduring which the
sensoris active during the last � ve minutes.Thereforeev-
erysensorprovidedsix features.We consideredeachof the
� ve userprocessesasa separate“sensor,” sothenumberof
sensorsgrew to nineandwethereforeendedupwith a total
of 54 features. Finally, we also includeda useridenti�er
andthenext appointmenttime.

Sycophantcanbe instructedto reminda usert minutes
beforea scheduledappointment.Whenit is time to remind
a user(say5 minutesbeforetheappointmenttime), Syco-
phant initially checksfor the existenceof a learneduser
model (a mappingof context featuresto remindertype).
If so, it usesthe remindertype as dictatedby the model
to remind the user. Initially, when no model has been
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Figure 2. Sycophant Architecture

learned,we usea hand-codedrule set. This static hand-
codedrule setis useduntil we get theminimumof tenex-
emplarsneededby Weka(10-fold cross-validationrequire-
ment). Oncethe reminderis generated,the usercangive
feed-backto Sycophantagreeingwith the remindertype
generatedor providing their preference. It is this user-
feedbackwhich is usedfor creatingthetrainingdatasetfor
ourmachinelearningalgorithms.

Hereis anexemplarfrom our dataset:

User1, 05.00, 0, 0, 0, 0, 0,
0, 7, 0, 1, 0, 0, 0, 20, 1, 1,
1, 1, 1, 20, 1, 1, 1, 1, 1, 20,
1, 1, 1, 1, 1, 0, 0, 0, 0, 0, 0,
20, 1, 1, 1, 1, 1, 0, 0, 0, 0,
0, 0, 0, 0, 0, 0, 0, 0, 0

wherethe�rst two featurescorrespondto User-Id andTime
of Appointment. The remainingset of featuresin groups
of six representSensor-Count, Sensor-All5, Sensor-Any5,
Sensor-All1, Sensor-Any1and Sensor-Immed. Thesensors
are orderedas follows: Motion, Talk, Process,Keyboard
and Mouse. Eachof thesesix featuresis derived for each
sensormode.Thelastvaluefrom theabovedatarow corre-



spondsto thetypeof reminderactuallypreferredby a user,
which is obtainedthroughuserfeedback.

Once,thecontext-sensitivedatasetis available,it is used
to build a usermodelto learnthe typeof reminderto gen-
erate. We useandcomparemultiple machinelearningal-
gorithmsfrom the Wekamachinelearningtool-kit for this
purpose

As an aside,in the currentversionof the program,the
reminderswhichgetvotedby themodelto beof type-0 (do
not interrupt/remind)getbuffered.Whenit is time to usea
reminderof typesotherthan0, thebufferedremindersare
alsooutputalongthereminderfor thatparticularinstantof
time. Thusnoappointmentsareever “forgotten.”

4. Results

For our study, we chosethe following machinelearn-
ing algorithmsfrom theWekatool-kit: Zero-R,One-R,J48,
Bagging, Logit-Boostand NaiveBayes. Zero-Rsimplypre-
dicts themajority classin categoricaldataor averageclass
if theclassis numeric.One-Rgeneratesaonelevel decision
treewhichtestsonly oneparticularattributeandformsaset
of rulesbasedonly onthatattribute.J48buildsaC4.5deci-
siontree[12]. Baggingcreatesn arti�cial datasetsfrom the
originaldatasetandappliesadecisiontreeinduceroneach
of them.Then generatedclassi�ersthenvote for theclass
to be predicted. LogitBoostusesa learningalgorithmfor
numericpredictionanda combinedmodelis formedwhich
is thenusedfor classi�cation [7]. NaiveBayesselectsthe
mostlikely classi�cationbasedon a setof attributevalues
usingprior probabilitiesandconditionaldensitiesof thein-
dividual features.

We alsoconstructedthreeotherdatasetswith reduced
numbersof featuresafter ranking the individual features
basedon theinformationgainratio [12] from decisiontree
induction.Thetop29featuresareconsideredin oneset(Set
1), the top 25 in the next set(Set2), andthe top 20 in the
lastset(Set3). Next, we comparedtheperformanceof J48
on thesedatasetsagainstthecompletedataset(Set0) with
all the55 features.We provide thetop25 featuresbelow in
orderof informationgain:

Keybd-Count5, Keybd-Any5, Mouse-Count5,
Mouse-Any5,Keybd-Any1,Mouse-Any1,Keybd-
Immed,Mouse-Immed,MotionCount5,Motion-
Any5, Motion-Any1, ApptTime, Mouse-All1,
Keybd-All1, Motion-Immed, P3-Count5, P1-
Count5,P2-Count5,P1-All5, P2-All5, P4-All5,
P4-Count5,Talk-Count5,Motion-All1.

Figure3 showstheperformanceof J48ondifferentdata
sets. J48 correctly classi�ed 64:4% of the instancesand
generated35 rulesfor the completedataset (with 55 fea-
tures).Thealgorithmalsocorrectlyclassi�ed62:5% of the

instanceson the reduceddatasetwith 25 featureswith 36
rulesbeinggenerated.The�gure showstherelativeperfor-
manceof thedecisiontreeinduceronour four datasetsand
thereseemsto be little performancedegradationevenwith
only 20 features.We choseto useSet2 with 25 featuresfor
furtherstudy. Oncewehadpreliminaryidenti�cation of the

Figure 3. Performance of J­48 on ranked data
sets with diff erent number of features

top 25 features,we comparedtheclassi�cationaccuracy of
differentmachinelearningalgorithmson thecompletedata
set(Set0) andSet2. Figure4 showsthiscomparisonfor the
four classreminderproblem.We alsoinvestigatedthe two
classreminderproblemwherethe two classesarewhether
or not to generatea reminder. That is remindertypesone
throughthreewherelumpedinto one category. Figure 5
showsperformancefor this problem.All thelearningalgo-
rithmshave almostthesameperformanceon both the four
classreminderproblemand the two classreminderprob-
lem. Note that they are able to do signi�cantly betteron
thetwo classproblemachieving aclassi�cationaccuracy of
above 80%. This implies that predictingwhetherto gen-
eratea reminderor not is a signi�cantly simplerproblem
thanpredictingwhich of four remindertypesto generate.
WealsonotedthatOne-Rchosekeyboardusageasthemost
usefulfeature. It ties in well our observation that the user
understudyexpertlyusesa numberof keyboardshortcuts.

Theconfusionmatrix obtainedfor thecompletedataset
is shown in Table1. J48correctlyclassi�es64:40%of the
instancesin thecompletedataset. Theelementsalongthe
principaldiagonalarethe true-classvalues.Fromthecon-
fusionmatrix we caninfer that170/188instancesof type-0
(no-reminder)arecorrectly classi�ed. The learningalgo-
rithm is not able to very accuratelydiscernwhen to use



Predicted) 0 1 2 3
Actual+

0 170 7 7 4
1 19 20 8 15
2 11 6 4 10
3 6 17 5 14

Table 1. Confusion Matrix for the four classes
of reminder s for the full featured data set with
55 features

Predicted) 0 1 2 3
Actual+

0 165 8 10 5
1 18 24 5 15
2 13 8 2 8
3 10 14 7 11

Table 2. Confusion Matrix for the four classes
of reminder s for the reduced data set with 25
features

Predicted) No-Reminder Generate-Reminder
Actual+

No-Reminder 162 26
Generate-Reminder 36 99

Table 3. Confusion Matrix for the two­class
reminder for the full featured data set with 55
features

Predicted) No-Reminder Generate-Reminder
Actual+

No-Reminder 164 24
Generate-Reminder 32 103

Table 4. Confusion Matrix for the two­class
reminder for the reduced data set with 25 fea­
tures

Figure 4. Comparison of diff erent learning al­
gorithms on the complete data set and re­
duced features data set for the four class
problem

remindertypes1; 2, and 3. Table 2 shows the confusion
matrix obtainedfor the top 25 featuresdataset. Herethe
decisiontreeprovidesan accuracy of 62:5% with 165/188
instancesof type-0 beingcorrectlyclassi�ed.

The confusionmatricesfor the two classproblemsare
givenin Table3 andTable4. J48improvedits performance
to 80:81%in caseof thedatasethaving all thefeaturesand
to 82:66% on the reducedfeaturedataset. Clearly Syco-
phantcanmoreaccuratelypredictwhetheror not to gener-
atea reminder. Predictingwhich remindertypeto generate
seemsharderandthis remainsanareaof active researchin
our group. Finally, removing motion andspeechfeatures
from Set0 resultedin a statisticallysigni�cant decreasein
predictionaccuracy on the four classproblem- theclearly
pointsto theimportanceof payingattentionto thecomputer
system's environment(externalcontext) in improving user
interaction.

Althoughthedecisiontreesgeneratedfor theusermodel
could not be included in the limited spaceavailable, we
would like to notethe following. Keyboard,Mouse,Mo-
tion andTalk givethemostusefulinformationasevidenced
by thetreegeneratedfor dataSet0 aswell asfrom therank-
ing of individual featuresbasedon theinformationgainra-
tio criterion. On the completedataset with four classes
of reminders,the decisiontree constructedan interesting
rulewith akeyboardfeature(Keyboard-Any5)chosenasthe
root node.Theuser's working hourswhichstartat approx-
imately9 a.m. is thenext signi�cantly usefulfeature.Next
is talk count.For exampleif thetalk countwasgreaterthan



Figure 5. Comparison of diff erent learning al­
gorithms on the complete data set and re­
duced features data set for the two class prob­
lem

2, andthereis no motion in the last minuteandif the ap-
pointmenttimeis greater12.20(lunchtime)thenbothtypes
of remindersaregeneratedbecausetheuseris usuallyin a
comatosestateafter lunch anddid not carewhich type of
remindershewantedandoftenchoseboth. On thereduced
featuredataset,for thefour classesof reminders,J48con-
structedaninterestingrule with Keyboard-Any5 at theroot
node. If the talk countin the last � ve minuteswasgreater
than2 andthereis keyboardactivity in thelastminute,then
generatea voice reminder. This seemedto make senseto
theuserin thatshehasjust startedto useheavy useof the
keyboardand thereforeprefersa soothingvoice reminder
overa moredistractingpop-upwindow.

5. Conclusionsand Future Work

In this paper, we investigatedan approachto building a
context-learninguser interfaceapplicationusing informa-
tion from simplesensorsthat detectedinternal (keyboard,
mouse,andprocessactivity) andexternal(motion,speech)
context. Our calendaringapplication,Sycophant,usedma-
chinelearningtechniquesto learn,basedon this context in-
formation,amappingfrom sensorvaluesto remindertypes.
We obtained64% accuracy in learningto choosebetween
four reminder types (four classproblem); more impres-
sively, we were able to obtain 80% accuracy for the task
of learningwhetheror not to generateareminder(two class
problem).We foundthatsimplesensorinformationlike the
existenceof motionandspeechin theuser's vicinity along

with keyboardandmouseactivity areusefulfor learningthe
mappingfrom sensorvaluesto remindertypes.

We arenow gatheringmoredatafrom differentgroups
of usersandareconsideringthe suitability of otherappli-
cationsto our context-learningapproach. Investigationis
also being doneinto �nding more sensorsor varying the
currentsensorsto increasetheperformanceof thesystem.
Finally, wewouldliketo investigateadaptiveuserinterfaces
thatcombinesexpertgeneratedruleswith machinelearned
rulesin genetics-basedmachinelearningsystems[8].
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